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Power Modeling and Its Uses
• Diverse application behaviors and aggressive on-device power management make 

accurate power prediction more challenging. 
• A power prediction model can be used for power management, benchmarking, code 

optimization, and more.
• Nona utilizes performance monitoring counters (PMCs) to predict the power usage of 

real applications on a commercial device (i.e., Google Pixel 6).

NextPit, “Free apps for Android & iOS: These Pro versions are currently free” [Online] https://www.nextpit.com/free-apps-of-the-week-29-2022-a
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• Previous power models were established based on the assumption that processor power 
and PMCs are linearly correlated (or at least can be modeled linearly).

Relationship of PMCs and Power
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Measured power against PMC values (# retired instructions) for big, middle, and little clusters

Neural networks can effectively capture nonlinear relations.



4

Experiment Setup
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1. Creating an automation config file

2. ARM Workload Automation (WA)
running the config file:
• Perfetto: power measurement
• Simpleperf: PMC monitoring
• File poller: frequency, voltage, 

temperature measurement

3. Real mobile applications on 
Google Pixel 6

2
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NN Model & TrainingDataset Construction

Overall Procedure

Training/test datasetPreliminary dataset

Heuristic PMC 
elimination

Processor

Pixel 6 MSE Model Nona
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Dataset Construction
Challenge: A limited number of measurable PMC counters
• Each core can monitor only a limited number of PMCs simultaneously.

• ARM Cortex-X1: 6 counters at a time
• Intel Skylake: 11 counters at a time

• PMCs must be carefully selected to holistically and accurately capture 
diverse application behaviors between device power and the counters.

Training/test datasetPreliminary dataset
Heuristic PMC 

elimination
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Dataset Construction

Stage 1. Constructing preliminary dataset

Execute benchmarks 
that support "CPU pinning."

Stress-ng
LMbench
Dhrystone

Time …

Measurable counters Power

Freq., temp., volt.

…

Heuristic PMC 
elimination

Training/test datasetPreliminary dataset

Time …
1 …
2 …
3 …

Measured data per time sample
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Training/test datasetPreliminary dataset

Dataset Construction

Execute benchmarks 
that support "CPU pinning."

Time …

Measurable counters Power

Freq., temp., volt.

…

Stage 2. Selecting effective PMC counters

Heuristic PMC 
elimination
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Dataset Construction

Execute benchmarks 
that support "CPU pinning."

Time …

Measurable counters Power

Freq., temp., volt.

…

Eliminate PMCs that have low 
correlation with power.

Heuristic PMC 
elimination

Training/test datasetPreliminary dataset

Stage 2. Selecting effective PMC counters

Stress-ng
LMbench
Dhrystone
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Dataset Construction

Execute benchmarks 
that support "CPU pinning."

Time

Six effective counters Power

Freq., temp., volt.

Eliminate PMCs that have low 
correlation with power.

Heuristic PMC 
elimination

Training/test datasetPreliminary dataset

Stage 2. Selecting effective PMC counters

Stress-ng
LMbench
Dhrystone
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Dataset Construction

Execute various user applications.Execute benchmarks 
that support "CPU pinning."

Time

Six effective counters Power

Freq., temp., volt.

Stage 3. Constructing training/test datasets

Games Benchmarks
and moreMedia

Heuristic PMC 
elimination

Training/test datasetPreliminary dataset

Stress-ng
LMbench
Dhrystone
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Dataset Construction

Execute various user applications.Execute benchmarks 
that support "CPU pinning."

Time

Six effective counters Power

Freq., temp., volt. Games Benchmarks
and moreMedia

Collect data with the selected counters.

Heuristic PMC 
elimination

Training/test datasetPreliminary dataset
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Stage 3. Constructing training/test datasets

Stress-ng
LMbench
Dhrystone
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Dataset Construction

Stage 3. Constructing 
training/test datasets

Stage 2. Selecting effective 
PMC counters

Stage 1. Constructing
Preliminary dataset

Execute various user applications.Execute benchmarks 
that support "CPU pinning."

Time

Six effective counters Power

Freq., temp., volt. Games Benchmarks
and moreMedia

Heuristic PMC 
elimination

Training/test datasetPreliminary dataset

Stress-ng
LMbench
Dhrystone
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Dataset Construction: Heuristic PMC Elimination

� Pairwise PMC Correlation Thresholding

…

� Correlation between
PMCs using PCC

� Element-wise
mean

� Inverse Fisher 
Transformation

� Fisher
Transformation

rrrz
zavg

PM
Cs

CPUs PMCs

rrrp

A 1 0.7 0.9

B 0.7 1 0.5

PMC A B C

C 0.9 0.5 1

B 1 0.5

PMC B C

C 0.5 1

� Element-wise
sum

Power
Data

� Correlation 
between PMCs and 

power using SRC
� Data collection

with top six counters

Data

CPUs PMCs

Datasum

Ranking correlation
with power

� Data of 
remaining 

PMCs

………
CPUs PMCs

Data in 
preliminary dataset

Power

…

Data for 
training/test

Remove PMCs so that correlation is less 
than threshold (τ = 0.8).
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NN Model & TrainingDataset Construction

Overall Procedure

Training/test datasetPreliminary dataset

Heuristic PMC 
elimination

Processor

Pixel 6 MSE Model Nona
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Neural Network: Data Imbalance

* Collecting high-power data is obstructed by thermal throttling.
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Long-tail sample distributions of power for each core cluster
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Neural Network: Data Imbalance

* Collecting high-power data is obstructed by thermal throttling.
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1. We need a term that encourages the NN model to 
predict high power states despite the data imbalance.

②
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Challenge 2: Negative power predictions

Predicts negative values
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②

• Since MSE is applied only to 
minimize residuals, it does 
not prevent the negative-
number predictions from 
occurring. 

Neural Network: Negative Power Predictions
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Challenge 2: Negative power predictions

Predicts negative values
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②

• Since MSE is applied only to 
minimize residuals, it does 
not prevent the negative-
number predictions from 
occurring. 

2. We need a term that prevents the prediction of 
unrealistic negative power states.
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1
𝑁
'
!"#

$

𝜆exp𝑒
%exp&! 𝑦! − /𝑦! ' + 𝜆negmax(0,−/𝑦!)

Encouraging high power prediction
Systematic loss function

Preventing negative power prediction

Neural Network: Negative Power Predictions
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Neural Network: Retrain with Systematic Loss
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Neural Network: Retrain with Systematic Loss

ℒsys =
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Encouraging high power prediction

Preventing negative power prediction

Nona

Retraining with the novel 
systematic loss function

Systematic loss function
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• Nona traces rapid changes in 
power states, including high-
power states.

• It prevents the prediction of 
negative power numbers.

• The power prediction 
overhead of Nona is only 
0.11ms on the CPU.

MSE Nona
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Comparative Evaluation

• Nona shows an average error of 3.4%, which is better than Walker’s by 2.6x.
• Nona has 3.8%, 2.5%, and 4.0% prediction errors for big, middle, and little-core clusters, 

respectively.
• It captures the wide range of power variations, as shown with xOPS (i.e., a high-power 

stress benchmark).
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Comparative Evaluation

• Nona shows an average error of 3.4%, which is better than Walker’s by 2.6x.
• Nona has 3.8%, 2.5%, and 4.0% prediction errors for big, middle, and little-core clusters, 

respectively.
• It captures the wide range of power variations, as shown with xOPS (i.e., a high-power 

stress benchmark).

Time traces and predictions of little cluster running xOPS
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Conclusion

• Nona is a NN-based power prediction model for heterogeneous CPUs.

• It introduces a novel PMC selection strategy to identify those that have the 
highest correlations with power.

• Nona also introduces a systematic loss function that enables unbiased 
training for imbalanced data samples and improved prediction accuracy.


